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v [EJqwen3
2 _init__.py
2 configuration_qwen3.py

2 modeling_gwen3.py
2 modular_qwen3.py
v (e qwen3_moe
2 _init__.py
2 configuration_qwen3_moe.py

2 modeling_qwen3_moe.py

=2 modular_qwen3_moe.py

1. Fork transformers &/, #HE2MFE—TDX

git clone git@github.com:zRzRzRzRzRzRzR/transformers.qit

git checkout -b qwen3 _add_gkv_bias # 1M X

2. BIE—THCHIZE, ME—TYHK

transformers-cli add-new-model-like

3. £ modular_qwen3 -
oy

g

s FTSC IR 454, th40 Qwen3ForCausallM 458, SR A AR E

4. M modular_qwen3.py AER—1 fJ modeling_qwen_3.py

python utils/modular_model_converter.py --files_to parse
src/transformers/models/gwen3/modular _qwen3.py

5. BEXRFS | 15 BATAEAETA

docs/source/en/model_doc/gwen3.md
tests/models/gwen3/test_ modeling_qwen3.py


mailto:git@github.com:zRzRzRzRzRzRzR/transformers.git

J = =
weight_postfix = ".weight" if _OFFLINE_QUANT_COMPATIBLE else ""

ORIGINAL_TO_CONVERTED_KEY_MAPPING = {

# CausallLM keys

r"output.weight":

r"\nnorm.weight":
# Model keys
r"tok_embeddings.weight":

r"freq_cis":
r'rope.freqgs":

r"layers
r"layers
r"layers
r"layers
r"layers

# MoE keys: no
r"layers.
r"layers.
r"layers.
r"layers.
r"layers.
r"layers.
r"layers.
r"layers.

# Unused

r'layers.
r'layers.

. (\d+)
. (\d+)
. (\d+)
. (\d+)
. (\d+)

(\d+)
(\d+)
(\d+)
(\d+)
(\d+)
(\d+)
(\d+)
(\d+)

.feed_forward.

.attention_norm.weight":
.attention.wgkyv.layer_norm_weight":

norm.weight":

.attention.wo.weight":
.attention.wgkv.weight":

simple MLPmodel.

.feed_forward.
.feed_forward.
.feed_forward.
.feed_forward.
.feed_forward
.feed_forward
.feed_forward
.feed_forwanrd.

keys 1n load hooks

experts.moe_w_in_eD_F":
experts.moe_w_out_eF_D":

experts.moe_w_swiglu_eD_F":

router_DE":

.w_in_shared_FD":
.w_out_shared_DF":

.w_swiglu_FD":

global_gate_stats_J3E":
(explicitly removed)

(\d+) .attention.wgkyv._extra_state':
(\d+) .attention.wo._extra_state':

# Key apparently unused in base models

r'layers. (\d+).feed_forward.expert_activation_DE':

r'"language_model.lm_head.weight",

r"\nlanguage_model.model.norm.weight",

r"language_model.model.embed_tokens.weight",

None,
None,

r'"language_model.
r'"language_model.
r'"language_model.
r"language_model.
r"language_model.

r'"language_model.
r'"language_model.
r'"language_model.
r"language_model.
r"language_model.
r'"language_model.
r'"language_model.

None,

None,
None,

None,

model

model.
model.
model.

model

model

model.
model.

model
model

mode'l.
model.

. Layers.
layers.
layers.

layers

.layers.

. Layers.
layers.
layers.
.layers.
.layers.
layers.
layers.

\1.
\1.
\1.
1.
\1.

\1.
\1.
\1.
\1.
\1.
\1.
\1.

input_layernorm.weight",

input_layernorm.weight",
post_attention_layernorm.weight",

self_attn[o_proj.weight",

self_attn.qgkv_proj.weight",

feed_forward.
feed_forward.
feed_forward.
feed_forward.
feed_forward.
feed_forward.
feed_forward.

experts.gate_proj" + weight_postfix,

experts.down_proj" + weight_postfix,

experts.up_proj" + weight_postfix,

router.weight",

#

shared_expert.gate_proj", #

shared_expert.down_proj", #

shared_expert.up_proj",

%

used for top

might need to be
might need to be
might need to be

will be fused with up
expert win
fused with up

fused for efficiency?
fused for efficiency?
fused for efficiency?



class Llama4TextRotaryEmbedding(nn.Module):
def init (self, config: Llama4aTextConfig, device=None):

super().__init__ ()

# BC: "rope tvne" was nriainallv "tvne"

self.rope_t

self.max_sel
self.origini

self.config
self.rope_il

inv_freq, s
self.regist
self.origini

@torch.no_grad(
@dynamic_rope_u
def forward(sel

inv_freg_ex
position_id:

device_type
with torch.;
fregs =
fregs_c.
fregs_c.

return freq:

# Phi3MLP

1usage 2 Arthur +1

class Llama4aTextMLP(nn.Module):
def __init__(self, config, intermediate_size=None): = Arthur

super().__init__

if intermediate_
intermediate

self.config = co
self.gate_proj =
self.up_proj = n
self.down_proj =
self.activation_

def forward(self, x)
self
return self.down

down_proj

f ™

2 Arthur

2 usages & Arthur

class Llama4TextRMSNorm(nn.Module): 3 usages = Arthur

def

def

~_init__(self, hidden_size, eps=l1e-5): = Arthur

mimnn

Llama4RMSNorm 1s equivalent to TS5LayerNorm
super()._ _init Q)

self.eps = eps

self.weight = nn.Parameter(torch.ones(hidden_size))

_norm(self, x): 1usage = Arthur

return x * torch.rsqrt(x.pow(2).mean(-1, keepdim=True) + self.eps)

def forward(self, Xx): = Arthur

def

output = self._norm(x.float()).type_as(x)
return output * self.weight

extra_repr(self): = Arthur
return f"{tuple(self.weight.shape)}, eps={self.eps}"
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## Who can review?

Anyone in the community is free to review the PR once the tests have passed. Feel free to tag
members/contributors who may be interested in your PR.

el
- HBEBECHHE
— == == S s, — Yy L=,
» AEN=RENEEBARNIEE
If you know how to use git blame, that 1s the easiest way, otherwise, here 1s a rough guide of **who to tag*=x.

— Please tag fewer than 3 people.
1%224)\51J5!

Models:

* *Ij]ﬁgiﬁbﬂiﬁﬁﬂ%?{%ﬁgﬁ%ﬁ% - text models: @ArthurZucker

- vision models: @amyeroberts, @qubvel

R EIZAI =R ER - spesch model: Geustls

- graph models: @clefourrier

¢ Eﬂ- gith“b rEVieW;E{;ﬂ%EQ% Library:

n/ aF - flax: @gante and @Rocketknightl

- generate: @Ezucchini-nlp (visual-language models) or @gante (all others)
- plpelines: (@Rocketknightl

® é#EE-F—/I\*'%‘EHﬁaﬁ - tensorflow: (@gante and @Rocketknightl

- tokenizers: @ArthurZucker

<!-- Your PR will be replied to more quickly if you can figure out the right person to tag with (@

- trainer: (@zach-huggingface and @SunMarc
- chat templates: (@Rocketknightl



HuggingFaceDocBuilderDev commented 10 hours ago

’ t " The docs for this PR live here. All of your documentation changes will be reflected on that endpoint. The docs are available
I u Ct I O n until 30 days after the last update.
®

° Review required

At least 1 approving review is required by reviewers with write access.

All workflows Q. Filter workflow runs

Showing runs from all workflows

A 3 pending reviews »

( ) Some checks were not successful
.,
- 9 failing, 1 skipped, 1 expected, 14 successful checks

9 failing checks v

2,420 workflow runs Event v  Status ~ Branch v  Actor ~

© Self-hosted runner (AMD mi250 scheduled CI caller)

Self-hosted runner (AMD mi250 scheduled ClI caller) #181: completed
by zRzRzRzRzRzRzR

Self-hosted runner (AMD mi210 scheduled CI caller)

Self-hosted runner (AMD mi210 scheduled ClI caller) #181: completed
by zRzRzRzRzRzRzR

Self-hosted runner (AMD scheduled CI caller)
Self-hosted runner (AMD scheduled ClI caller) #181: Scheduled

Doctests
Doctests #181: Scheduled

Self-hosted runner (scheduled)
Self-hosted runner (scheduled) #181: Scheduled

Self-hosted runner (nightly-ci)
Self-hosted runner (nightly-ci) #181: Scheduled

Self-hosted runner (nightly-past-ci-caller)
Self-hosted runner (nightly-past-ci-caller) #362: Scheduled

E 2 hours ago

G) 46s

E 2 hours ago

@ 42s

E 2 hours ago

@‘105

E 2 hours ago

@215

E 2 hours ago

G) 58s

E 2 hours ago

& 7s

E 2 hours ago

& 17s

O Y ci/circleci:
[ x ] 9 ci/circleci:
(% ] Q ci/circleci:
O 9 ci/circleci:
(] 3 ci/circleci:
(%] 0 cifcircleci:
© 9 cicircleci:

VW~ YT PTS

examples_torch — Your tests failed on CircleCl
pipelines_torch — Your tests failed on CircleCl
tests_custom_tokenizers — Your tests failed on CircleCl
tests_exotic_models — Your tests failed on CircleCl|
tests_generate — Your tests failed on CircleCl
tests_hub — Your tests failed on CircleCl

tests_non_model

dmmtan doalimmimadioae

° Review required

At least 1 approving review is required by reviewers with write access.

A 3 pending reviews >

‘") Some checks haven't completed yet
1 skipped, 1 expected, 23 successful checks

Build PR Documentation / build / build_pr_documentation (pull_request) Successful in 25m

Change PR to draft /[ Convert PR to draft (pull_request_target) Successful in 7s

e cifcircleci:
3 cifcircleci:
o cifcircleci:
0 cifcircleci:
9 cifcircleci:

O ci/circleci:

check_circleci_user — Your tests passed on CircleCl!
check_code_quality — Your tests passed on CircleCl!
check_repository_consistency — Your tests passed on CircleCl!
collection_job — Your tests passed on CircleCl!
examples_torch — Your tests passed on CircleCl!

fetch_tests
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19 Add Qwen2.5-Omni

2 S S [ —
iQ,E{tﬁg t{lgag 1tﬁg —— ... If yes, can be interhited from smth like T5, otherwise from any recent LLM model (qwen2 or gwen3) Same for FA2 and SDPA classes below ...
:i e — = 7 =] EB

New model

L
EH‘J 8 BakerBunker - (Y228 - Opened 24 days ago - #36752
o

pytorch/torchtune

. BAEBINE, EXSR NS
I ﬁ [ L_ % ’w ... Also, | hope we don t one day have a Qwen3 1.5B and Qwen3.1 5B because they re both gonna be named qwen3_1_5b :P ...
GPURIHER, B4 FFi20 e
J I W R%B calvinpelletier - {381 - Opened on Oct 18, 2024 - #1863

A

RX
¥ [Model] Add Qwen3 and Qwen3MoE
Description Recently, | have submitted a pull request to Hugging Face Transformers containing the implementation of the Qwen3 and Qwen3MoE model. | would also like to contribute these new modelsto ...

- SRERE GitHub e
hugging face $E&

143 results (225 ms)

vllm-project/viim

huggingface/transformers

¥ Adding Qwen3 and Qwen3MoE

b
New model
- KIBCES
bozheng-hit - §3) 35 - Opened 20 days ago - #36878




Notifications
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» PyCharm XA TIMNEERK S
IMH®RZ (ENEEZ T KEBF
&AT) |, REFEEIZE,

- KREMBFZEEIRSSEE LU ANETT,

AT AL, FEME(FERAssh
sftp_1&E 314

A Low memory

The IDE is running low on memory and this might affect performance. Please consider increasing the heap size.

i’ SSH interpreter has changed

Local files are not synchronized with the server 'zyx@36.103.203.56:2222 agent (3)'

(1L}

Auto-upload files Sync and auto-upload files

x<d

H

Python Packages

Q- | X O "0 Memory Settings

(2 dts304 v |nstalled (Remote Python 3.12.7 (sftp://zyx@36.103.203.56:222

(3 jupyter-remote-127.0.0.1:8888 Deprecated 1.2.14 High memory usage detected (free 600 of 2048 MiB)
HyperPyYAML 1.2.2 Please adjust the value and restart the IDE for the changes to take effect.
Jinja2 3.1.4
Mako 1.3.9 Maximum Heap Size: MIB (current value: 2048)
Markdown 3.7
MarkupSafe 215 ¥ Changes w'ill be savec! to. ' '

[Users/zr/Library/Application Support/JetBrains/PyCharm2024.3/pycharm.vmoptions
PyJWT 2.8.0
PySocks 1.7.1
PyYAML 6.0.2 Cancel Save and Restart
@ Pygments 2.18.0

SQLAIchemy

1.4.54



FLBEARLA

PyCharm Professional

AT E#EERIZET Web F&B9E M Python
IDE, BB Jupyter Notebook. BimFZAR

. Jupyter FFRINE, Al / IRSZSEIE MR — TS 15,
&z AL IeERY &AL Demo
 React, JavaScript :’fﬁﬁﬁ#ﬂiggﬁgﬁi PyCharm Community FUFRBINEE, DA

-—

A FITFE LR INEE Jupyter Notebook, E3F

I1/EI }Eﬁa:ﬂ:ﬁp‘)ﬂmo . BIESR. REIVER. XKW Conda

° X} Django. Flask 1 FastAPI B9z 15

JavaScript. TypeScript. React. Angular f1H
ftERImAEZR S+

240 Al IREERY E1TIUISA M2

TATEUERE: PostgreSOL. SOLite. MySQL.
Redis #1 MongoDB

v/ ImiEAR

v BRETXEE A EE

https://www.jetbrains.com/zh-cn/pycharm/editions/




PyCharm #1 Remote Development
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AEBORBNE, 1B

1. PyCharm & iR

2. IFEIREFH HIRRAIM 43

2. — 1M EF—EMRea0iniELinuxiik 25

PyCharm i & 5575 Lt & — Tz 1T
HR% ESR SRR ST 4 E

v ERE
Docker ] Docker Compose

Kubernetes

Terraform

v mIEARXR

AERERE S

SSH

WSL

Docker &z

ARIZ1T PyCharm [Gim, FEEE
Gitpod. Coder. Cloud

Workstations. JetBrains CodeCanvas
1 GitHub Codespaces t

Dev Container

@ PyCharm Community

PyCharm Professional

ANEIAN

AN NI N NN



IRE T

¢

PyCharm

=27

File Edit View Navigate

New Project...

Project from Version Control...
New...

New Scratch File

Open...

Save As...

Attach Project...

Recent Projects

Close Project

Close All Projects

Close Other Projects
Rename Project...

Remote Development...

File Properties

Remote Development Beta

SSH

) Dev Containers

Code

Connect to SSH

Remc

Run the IDE Remotely

2 D

SSH Connection Docker Dev Containers

New Connection More ~ Create Dev Container More A~

Connect to Running IDE

@ Ensure Linux is installed on the remote machine.

Connection: <New Connection>

) Username: root

Host: 170.5.10.1

Specify private key

Connect
Remote Development
As of now, only Linux is supported. The support of macOS and Windows machines will be available in one of the upcoming product versions.
v 3
Port: 22
Back Check Connection and Continue

®©
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. transformers v

(3 Project

> [2J conditional_detr
> [2J convbert
o > (2 convnext
> [33 convnextv2
ooc > [0 cpm
> [53 cpmant
> [Dctrl
> [Dcvt
> [2) dab_detr
> [EJdac
> (2] data2vec
> [Edbrx
> [53 deberta
> [0 deberta_v2
> [3] decision_transformer
> [&] deformable_detr
> [2] deit
> [©) deprecated
> [e3 depth_anything
> (2 depth_pro
> [ detr
> [2] dialogpt
> [& diffllama
> [83 dinat
> [ dinov2
> [0 dinov2_with_registers
> [ distilbert
> [ dit

N M Aaas

Terminal zyx@In01: ~/Code/transformers

~/Code/transformers $ D

@ @

T 0 0 @

O transformers > src > transformers > models > glm > & modeling_gim.py

¥ gim-4v v

e conftest.py

e modeling_glm.py

if is_torch_flex_attn_available():
from torch.nn.attention.flex_attention impc

from ...integrations.flex_attention import n

logger = logging.get_logger(__name__)

_CHECKPOINT_FOR_DOC = "THUDM/glm-4-9b"
_CONFIG_FOR_DOC = "GlmConfig"

class GLmMLP(nn.Module):
def ¢ , config):
super(). 0

.config = config

.gate_up_proj = nn.Linear(config.hid
.down_proj = nn.Linear(config.intern
.activation_fn = ACT2FN[config.hidde

def forward( , hidden_states: torch.Float
up_states = .gate_up_proj(hidden_ste
gate, up_states = up_states.chunk(2,

up_states = up_states * .activation_

(D) -

000 ‘ transformers ¥ {9 glm-4-0414-pr ~

O

-o-

&
&%

T OB @ @ @

Project -

> |eJ donut

> [ dpr

> [2Ddpt

> [ efficientnet

> [0 electra

> [(Jemu3

> [2J encodec

> [83 encoder_decoder

> [&J ernie

> [EJesm

> [e] falcon

> [e] falcon_mamba

> [&] fastspeech2_conformer

> [ flaubert

> [Dflava

> [ fnet

> [a3focalnet

> [ fsmt

> [ funnel

> [&3fuyu

> [() gemma

> [6 gemma2

> [6) gemma3

> [ git

v [©Dglm
2 _init_py
@ configuration_glm.py
"2 convert_glm_weights_to_hf.py
‘@ modeling_glm.py
@ modular_gim.py

> [3gim4

Terminal Local + v

zr@localhost transformers %

@ modeling_gim.py

import ...

if is_torch_flex_attn_available():

from torch.nn.attention.flex_attention import BlockMask

from ...integrations.flex_attention import make_flex_block_causal_mask

logger = logging.get_logger(__name__)

_CHECKPOINT_FOR_DOC = "THUDM/glm-4-9b"
_CONFIG_FOR_DOC = "GlmConfig"

class GLmMLP(nn.Module):
def ( , config):
super(). 0

.config = config

.gate_up_proj = nn.Linear(config.hidden_size, 2 * config.intermediate_size,

.down_proj = nn.Linear(config.intermediate_size, config.hidden_size,

.activation_fn = ACT2FN[config.hidden_act]

def forward( , hidden_states: torch.FloatTensor) -> torch.FloatTensor:

up_states =
79

gate, up_states = up_states.chunk(2,

up_states = up_states *

return .down_proj (up_states)

O transformers > src > transformers > models > glm > @ modeling_gim.py Sa.roo

.gate_up_proj(hidden_states)

.activation_fn(gate)

4 spaces

Current File v

=False)

> &

& QA ©
Al
“ Ay

Remote Python 3.10.16 (s...M-4-0414/venv/bin/python)

&

& O



IDE[0) ! [} {5 https://youtrack.jetbrains.com

P :
N How to reconnect Remote Client X
I YouTrack
) < Projects | IntelliJ Platform = .. ' IJPL-177505 (@ Q m
) Issues

® Visible to issue readers v
Dashboards Created by yuxuan.zhang2104 3 months ago
Updated by Alexandra Novikova about 2 months ago

©

[JY  Agile Boards Je
. IntelliJ Platform
How to reconnect Remote Client » ¢
|f_¢ Reports Priority
. - Normal
oo Projects Steps to Reproduce
State
[ Knowledge Base Submitted
Use remote development to connect to the server for Type
=, Gantt Charts . The company’s VPN (Feilian VPN) temporarily disconng Bug
C detected
Subsystem
RD. Connection
Expected Result rssignes
RemDev Developer
A shortcut key or other operation is available to r¢ Affected versions
-+ Create . Logs from the remote server can be viewed. Not specified
C detected
® Help Support
Semyon Martynchik
™ -r- .
g Notifications ACtuaI RESUlt Latest Affected
Not specified
YZ

yuxuan.zhang2104
The connection freezes completely, making it imposs: Affected IDEs

Sometimes the IDE on the server disappears, and rece No affected ides

<« Collapse

. * * C detected
https://youtrack.jetbrains.com/issues
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AiEE + iEREE Remote Development
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